Data Assessments Project Plan
July 14, 2010
Background and Purpose
Technology has transformed the practice of research. In a wide range of disciplines, from
genetics to astronomy to anthropology, research has become much more data intensive and
has the potential to become much more collaborative. The purpose of the data assessments is
to inform the evolution of Yaleʼs research infrastructure, where said infrastructure is understood
to encompass hardware and instruments; software, tools, and services; and communities of
practice, from a disciplinary and an institutional perspective.
Two important mandates exist for this activity. In August 2009, the Office of the Deputy
Provost for Science and Technology sponsored a NSF proposal for a Major Research
Instrumentation (MRI) grant to provide mass storage and institutional stewardship to support
research in a wide range of disciplines, and the Office of Digital Assets and Infrastructure
(ODAI) sponsored a NSF proposal for a Computing Research Infrastructure (CRI) grant to
enhance existing infrastructure for research in genomics and proteomics. The grant-writing
process and the collective recommendations of the NSF reviewers pointed to a need for crossinstitutional collaboration to move to a more scalable and resource-efficient architecture for
research infrastructure at Yale. In particular, the reviewers recommended cloud storage, data
curation, data sharing, and training opportunities for graduate students as areas to develop in
future proposals.
The second mandate follows from the findings of the Research Data Task Force (RDTF)
sponsored by ODAI, with representatives from Information Technology Services (ITS) and the
Yale University Library (YUL). The task force interviewed 34 Yale researchers in August and
September 2009. The findings of the task force indicated gaps in support for data management
and long-term access for research data. It was also recognized that although some researchersʼ
requirements are domain-specific, others might be met by common infrastructure. One of the
recommendations of the RDTF was to sponsor more in-depth studies in specific disciplines in
order to identify and inform the best ways of developing centralized long-term support for
research data.
The Deputy Provost for Science and Technology will sponsor the assessments, which will
be conducted by ODAI1 and informed by the Mass Storage Working Group.2

Goals
Participation in the assessments will bring clear benefits to researchers and will advance the
core mission of the University to create, disseminate, and preserve knowledge. The goals of the
assessments are:
 To scope researchersʼ requirements to inform the design of new infrastructure;
1

Established in 2008, ODAI provides strategic and operational leadership for the development of the
Universityʼs digital content infrastructure and assets. More information about ODAI and its programs is
available from http://odai.research.yale.edu/.
2
The Mass Storage Working Group has been charged by the Deputy Provost for Science and Technology
to develop recommendations for the strategic planning committee on an institutionally supported,
centrally managed storage infrastructure that supports the creation, use, management, and stewardship
of digital content in the sciences, engineering, and social sciences at Yale. The Working Groupʼs charge
is provided in Appendix A.
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To understand roles, workflows, data models, and data flows to determine where
services and tools should be developed or brought together;
To conduct capacity planning exercises in order to develop scalable storage solutions;
To identify where the new infrastructure could be leveraged to support innovative
computational approaches to data creation, use, visualization, and analysis;
To identify where a framework of policies and best practices could broaden the impact of
research conducted at Yale;
To inform use cases developed for strategic planning and funding proposals; and
To respond to identified issues.

Problem Space and Methodology
The assessments will provide detailed information about specific research centers and
groups selected to represent the spectrum of research conducted at Yale. Information will be
gathered in the following areas:
 Roles and workflows
 Data models and data flows
 Data sharing and the research context
 Storage, network, and computing requirements
The information gathered will be scoped to the lifecycle of specific research projects – from the
formulation of a problem to the dissemination of results. Information will also be gathered about
the broader research environment, from a disciplinary and an institutional perspective, as it
provides context for a given project. A description of the problem space follows.

Figure 1: Infrastructure to support the lifecycle of research
The arrows in Figure 1 represent a simplified view of the research process. A researcher
identifies a problem, develops a hypothesis and a methodology to test it, generates data,
analyzes the data, and disseminates the results, which generate new questions and problems.
The concentric circles in the center represent dependencies in components of the infrastructure
and the research it supports. Network, storage, and compute cycles support software, tools, and
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services that support practices that support research. These practices include, for example,
insuring the integrity of research through peer review; managing data within a project; adding
metadata to enable data to be discovered, understood, and reused; defining policies for sharing
data; and providing stewardship for data to insure long-term access.
The impetus for change comes from multiple directions.3 For example, advances in scientific
instrumentation accelerate the scale and rate of data generation, which, in turn, drive advances
in computational techniques for data mining, automatic theorem proving, and modeling, which,
in turn, drive demand for the ability to conduct meta-analyses of large-scale empirical data.
Changes in research activity co-evolve with changes in research infrastructure. For example,
advances in chip technology increase throughput in computation, while cheaper storage makes
it possible to amass larger quantities of data. Standards, best practices, and metadata enable
public or privately shared data sets to be merged for meta-analyses. Software, tools, and
services facilitate data sharing.
The point here is to show how interconnected research is with the infrastructure that
supports it. This is not to take a technologically deterministic view: infrastructure is not only
technology, but also the practices that evolve within research communities to exploit technology
in innovative ways. Some of these changes are disruptive and cause embedded conventions to
be noticed and rethought. For example, if advances in scientific instrumentation cause data
generated from these instruments to become obsolete in a few years, how should this data be
managed? Or if data is costly to generate, how can infrastructure support reuse? The
interrelatedness of technology and practice suggests a need to collaboratively develop
integrated solutions across the institution in order to be able to adapt quickly to change.
Numerous stakeholders are involved in conducting and supporting research, and their roles
need to be better understood. Some stakeholders and roles are identified in Table 1 on the
following page. Stakeholders in the research process are key to understanding how research
infrastructure should evolve and are the focus of the methodology for the assessments.
The assessments will use the Data Asset Framework (DAF)4 and the Purdue-UIUC Data
Curation Profiles Project5 as templates. The DAF Implementation Guide6 provides a number of
sample surveys conducted as pilots at higher education institutions in the UK. The Purdue-UIUC
project provides data curation profiles for researchers in a range of disciplines, from Biology to
Earth and Atmospheric Sciences.7 Witt et al. (2009) includes a review of the literature on data
3

The following editorials give an indication of the range of issues.
Community cleverness required. 2008. Nature 455, 1 (4 September), doi:10.1038/455001a.
Data for the masses. 2009. Nature 457, 129 (8 January), doi:10.1038/457129a.
Information overload. 2009. Nature 460, 551 (30 July), doi:10.1038/460551a.
Dataʼs shameful neglect. 2009. Nature 461, 145 (10 September), doi:10.1038/461145a.
Open sesame. 2010. Nature 464, 813 (8 April), doi:10.1038/464813a.
4
The Data Asset Framework (DAF), formerly Data Audit Framework, is an initiative funded by the Joint
Information Systems Committee (JISC) and the Digital Curation Centre (DCC) to provide organizations
with a means to assess how they are managing their research data assets. More information is
available from: http://www.data-audit.eu/
5
The Purdue-UIUC Data Curation Profiles Project is an initiative funded by the Institute of Museum and
Library Services to better understand data sharing practices throughout the data lifecycle. More
information is available from:
http://wiki.lib.purdue.edu/display/dcp/Purdue-UIUC+Data+Curation+Profiles+Project
6
Data Asset Framework Implementation Guide (October 2009). Available from:
http://www.data-audit.eu/docs/DAF_Implementation_Guide.pdf
7
Data Curation Profiles. Purdue-UIUC Data Curation Profiles Project. Last updated 19 Jan 2010.
Available from: http://wiki.lib.purdue.edu/display/dcp/Data+Curation+Profiles

3

Data Assessments Project Plan | July 14, 2010

curation and a discussion of the methodology for the Purdue-UIUC Data Curation Profiles
Project.8 The survey instrument for the assessments proposed here is provided in Appendix B.
A research specialist and a technologist will conduct each assessment as a team. The
assessments will be conducted in two series. The first series will focus on disciplines that have
high throughput computation or mass storage requirements and will be conducted over the
summer of 2010. The second series will focus on a broader range of disciplines not covered in
the first series.
The assessment team will meet with the investigator to explain the rationale for the
assessments; to identify a past or current project typical of the investigatorʼs research for use in
the assessment; and to establish contacts on the research team. The assessment team will set
up a schedule to become embedded with the research team to gather the information required
to complete the survey instrument. The assessment will conclude with a meeting with the
investigator to review the information gathered and to tie up any loose ends.
Stakeholder
Investigators

Graduate Students

Academic Societies

Informaticists

Technologists

University Administration
Funders

Role
- Direct and conduct research.
- Disseminate results.
- Recruit students.
- Secure funding.
- Conduct research.
- Manage data within project.
- Contribute to publications.
- Populate next generation of investigators.
- Create standards and best practices.
- Provide a forum for researchers.
- Facilitate dissemination of research.
- Manage data beyond life of project.
- Support software, tools, and services.
- Create awareness of standards and best practices.
- Facilitate data sharing.
- Manage hardware.
- Develop and support software, tools, and services.
- Create awareness of new technologies.
- Facilitate data sharing.
- Develop strategy for institutional infrastructure.
- Allocate funding.
- Develop strategy for national or domain infrastructure.
- Allocate funding.
Table 1: Stakeholders and Roles

Reporting and Next Steps
The findings from the first series of assessments will be reported to the Mass Storage Working
Group and will inform the use cases it develops as drivers for its subsequent actions. The
8

Witt, M., Carlson, J., Brandt, D.S., and Cragin, M.H. 2009. Constructing Data Curation Profiles.
International Journal of Digital Curation, 4, 3. Available from:
http://www.ijdc.net/index.php/ijdc/article/view/137
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complete findings from the first and second series of assessments will be reported to the Office
of the Provost and are expected to provide detailed information on funding, staffing, and
infrastructure requirements on a case-by-case basis – evidence capable of being generalized to
inform overall strategic planning for Yaleʼs research infrastructure.
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Appendix A. Mass Storage Working Group Charge, July 13, 2010
The Mass Storage Working Group will develop recommendations for the Scientific Computing
Strategic Planning Advisory Committee on an institutionally supported, centrally managed
research infrastructure that supports the creation, use, management, and stewardship of digital
content in the sciences, engineering, and social sciences at Yale. The recommendations will be
developed to address the following set of overarching goals.
Yaleʼs research infrastructure will:
 Be developed from an understanding of how data is created, acquired, and used in
research, and in training, teaching, and learning;
 Support computation, workflows, data flows, and data types used in a range of research
environments;
 Provide tools and services to researchers to facilitate data management;
 Support appropriate levels of data privacy and security;
 Be capable of being scaled to meet projected demands for performance and quantity;
 Be capable of being extended to leverage advances in scientific instrumentation, research
methodologies, computational techniques, and computer systems and networks;
 Provide for the evolution of physical infrastructure over time;
 Provide institutional stewardship for research data and publications;
 Support data sharing and collaboration with external researchers, and ultimately, the public;
and
 Provide for collaborative governance.
The Working Group will undertake the following actions in support of these goals.
ACTION 1: ASSESSMENTS, USE CASES, AND SURVEY
To better understand how data is created and used at Yale, a series of assessments will be
conducted in research areas that have high throughput computation or mass storage
requirements. From the assessments, the Working Group will develop use cases that will
become drivers for its subsequent actions. The use cases will provide specific examples to
illustrate the continuum of computation, storage, network, and data management needs in
diverse research areas, and the investment required to meet these needs. The use cases will
also clarify where the University needs to develop intellectual property and information security
policies, guidelines, and best practices that facilitate (1) the scientific process and (2)
compliance with federal and state laws and regulations and the requirements and mandates of
funding agencies.
The confirmed participants for the assessments are:
 Cindy Brandt, Associate Professor, Anesthesiology
 Julie Dorsey, Professor, Computer Science
 Jo Handelsman, Professor, Molecular, Cellular, and Developmental Biology
 Michael Krauthammer, Assistant Professor, Pathology
 Shrikant Mane, Director, Yale Center for Genome Analysis
 Corey OʼHern, Associate Professor, Mechanical Engineering and Physics
 Anna Pyle, Professor, Molecular Biophysics and Biochemistry
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Additional assessments will be scheduled with researchers in the sciences, engineering, and
social sciences, as recommended by the Scientific Computing Strategic Planning Advisory
Committee and the Working Group.
The assessments and use cases will complement information to be gathered in a short survey,
which will be broadly distributed to researchers in the sciences, engineering, and the social
sciences at the beginning of the academic year.
Assessments: Jul – Aug 2010
Use Cases: Sep – Oct 2010
Survey: Sep – Oct 2010
Target Completion Date: Nov 2010
ACTION 2: BLUEPRINT
The Working Group will create a blueprint for the new research infrastructure, with projections
for annual growth over the next five years. Based on the use cases, the survey, and policy
investigation, the Working Group will develop or identify (1) requirements for computation,
storage, network, and data management and (2) potential solutions, e.g., cloud storage.
Target Completion Date: Dec 2010
ACTION 3: RECOMMENDATIONS
The Working Group will deliver its recommendations to the Scientific Computing Strategic
Planning Advisory Committee.
Target Completion Date: Feb 2011
ACTION 4: PILOT
The Working Group will sponsor the implementation of a pilot based on its recommendations for
one of the use cases. The pilot will include a prototype implementation of the new architecture,
along with a selection of data management tools.
Target Completion Date: Jun 2011
CO-CHAIRS
Meg Bellinger, Director, Office of Digital Assets and Infrastructure
Andy Sherman, Associate Research Scientist, Department of Computer Science
MEMBERS
Charles Benkard, Professor, Economics
Rob Bjornson, Research Scientist, Computer Science
Nick Carriero, Senior Research Scientist, Computer Science
Julie Dorsey, Professor, Computer Science
Paul Forscher, Professor, Molecular, Cellular, and Developmental Biology
Ann Green, Office of Digital Assets and Infrastructure (ex-officio)
Jo Handelsman, Professor, Molecular, Cellular, and Developmental Biology
Perry Miller, Professor, Anesthesiology & Molecular, Cellular, and Developmental Biology;
Director, Center for Medical Informatics
Youn Noh, Office of Digital Assets and Infrastructure (ex-officio)
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Chuck Powell, Information Technology Services (ex-officio)
Andrew Szymkowiak, Senior Research Scientist, Physics
MEETINGS
Jul 2010
Oct 2010
Nov 2010
Feb 2011
May 2011

Kick-off
Review use cases
Review blueprint
Review recommendations; discuss plans for pilot
Review progress on pilot; review final report

8

Data Assessments Project Plan | July 14, 2010

Appendix B. Survey Instrument
Researchers will be asked to describe their research from the perspective of the infrastructure
required to support it, where said infrastructure is understood to encompass hardware and
instruments; software, tools, and services; and practice, from a disciplinary and an institutional
perspective. Assessment teams will be embedded with research teams and will gather
information about a specific research project through observation and elicitation.
1. Problem: Provide a high-level summary or overview of the research.
2. Research team: Note each member of the research team and his/her role and rank.
3. Methodology: Select one of the following basic types.
a. Scientific experiments
b. Models or simulations
c. Observations
4. Hardware: Describe any hardware or instruments required by the methodology. Include
make, model, lifespan, and cost.
5. Data: Complete the table and supplement with notes as needed. Repeat stages as needed.
Request samples if available. Record total size / storage and distribution among stages.
Stage
Raw
Processed
Analyzed
Published
a.
b.
c.
d.
e.
f.

Output

Size

Format

Time

Reuse

Stage: one of four basic stages
Output: description of the content of the output of the stage
Size: typical file size
Format: file format
Time: time required to generate the data in the configuration described in (4)
Reuse: description of the potential for reuse of the data; include lifespan, intellectual
property, and requirements for discovery and access; if possible, answer in terms of
the current research environment and in terms of a future projection

6. Software: Describe any software, tools, or services used in creation, use, visualization,
exploration, analysis, or management of the data. Note any computational challenges posed
in analysis and any progress made in addressing these challenges.
7. Data sharing: Complete the table and supplement with notes as needed. Repeat rows as
needed.
Recipient
Collaborator
Colleague
Domain Repository
Publisher

Stage

Submission

Intellectual Property

a. Recipient: one of four types of recipient
b. Stage: one of the four basic stages identified in (5)
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c. Submission: submission requirements imposed by the recipient, if any
d. Intellectual property: rights holder; licensing, if any
8. Publication: List citations for publications, presentations, etc. resulting from the research.
Include affiliations of collaborators.
9. Funding: Note any external funding for the specific project and any requirements imposed by
the funder. Note major public and private funders of research in this area.
10. Research environment: Describe impact measures in the discipline. Note leading
researchers, departments, institutions, publications, and conferences.
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