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0. Introduction
Improving Search and Discovery of Digital Resources Using Topic Modeling is a research and
demonstration project that investigates how topic modeling (Griffiths and Steyvers 2004) can be applied
to library and museum collections to improve the user experience. The scope of material treated in the
project encompasses the subjects of art, architecture, and art history. The primary stakeholders are
faculty, researchers, and students working in these subjects, and the library and museum personnel who
provide services to support their work.
In this project, we apply topic modeling to three types of library and museum collections – image
metadata, image tags, and full text books – and use quantitative and qualitative measures to evaluate the
resulting topics. Additionally, through user interface testing, focus groups, and interviews, we seek to
assess the effectiveness of user interface applications that incorporate learned topics.
During this reporting period, we made progress in the following areas:
1. Completion of topic models for image metadata collections
2. Ongoing development of image tag collections
3. Development of protocol for user assessment of topics
4. Development of pointwise mutual information model to score topics
5. Preliminary analysis of user assessment of topics and human scoring versus model scoring
6. Completion of initial topic models for full text book collections
7. Development of “more like this” application for image metadata collections
8. Preliminary requirements gathering for user assessment of the “more like this” application
9. Literature review and scoping of graduate research project on content-based image retrieval
1. Completion of topic models for image metadata collections
We now have a complete set of topic models at various resolutions for image metadata from museum
and library collections at UM and Yale. Information about the image metadata collections and the topic
models for the collections is provided in Table 1.
Table 1: Topic models for image metadata collections
Collection
UM History of Art Department
Yale Arts Library
Yale University Art Gallery
UM Art, Architecture, and Engineering Library
Beinecke Rare Book and Manuscript Library

Label
hart
vrc
yuag
ummu
brbl

# of Objects
290141
195695
91231
65359
44251

Topic Resolution
80
40, 80, 160, 320
20
40
20

As noted in our previous report, a challenging characteristic of these collections is the short average
length of records. For the collections above, the average record length was anywhere between 8 and 28
words. With relatively limited information, the topic model was only able to learn a fairly small number of
topics for each collection, relative to collection size. For the Yale Arts Library Visual Resources Collection,
we are experimenting with higher than optimal topic resolutions, which tend to produce topics with
overlapping semantics, which may, nonetheless, be useful for resource discovery.
2. Ongoing development of image tag collections at Yale
During the first six months of the project, we developed a tagging application for digital image collections.
From January through August, we employed graduate students in the School of Art, the School of
Architecture, and the History of Art Department to tag images. At the end of April, we launched the
tagging application to the Yale community with an announcement to the Yale University Library mailing
list. During this reporting period, we have continued to see the number of tags grow from 22,086 (on May
1) to 29,826 (on October 15). In October, we will undertake two initiatives to publicize the tagging
application to the Yale community: (1) Picture of the Week and (2) announcements to students through
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the Personal Librarian Program.
Picture of the Week is a feature that will be added to the home page of the Yale University Library. Each
week, a new image, selected by a subject specialist, will be prominently featured on the home page,
inviting visitors to search and tag images from the library’s digital collections. A wireframe for Picture of
the Week appears in Figure 1.
Figure 1: Wireframe for Picture of the Week

The Personal Librarian Program is designed to introduce students entering Yale College to the collections
and services of the Yale University Library. Among other services, Personal Librarians keep students
informed, with timely email messages highlighting new resources and programs, and they assist students
with conducting research. We have arranged for Personal Librarians to send students an announcement
regarding the library’s digital collections and the availability of the tagging application. We will continue to
conduct outreach through the Personal Librarian Program and other library programs and services.
The tags contributed by Yale faculty, students, and staff will enrich image metadata created by librarians.
We will topic model the image tag collections in 2010, separately and merged with the image metadata
collections. We will continue to update our topic models as the image tag collections grow.
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3. Development of protocol for user assessment of topics
We have developed a protocol for user assessment of topics and a statistical model to score topics.
Qualitative (i.e., user) assessment is described in this section. Quantitative assessment is described in
section 4. Preliminary results are discussed in section 5.
For a given document collection, topic models simultaneously learn a set of topics (distributions over
words), and the mix of topics in each document. Our protocol is designed to test both aspects of the topic
model. In one test (“Task 1”), participants are asked to evaluate the coherence of topics, in isolation. In a
second test (“Task 2”), participants are asked to evaluate topic assignments.
We developed instruments for Task 1 and Task 2, using topics from the image metadata collections
described in section 1. For Task 1, we selected the topics by hand. Several variations of Task 1 were
issued, including (1) presenting topic words in order of probability versus presenting topic words in
randomized order and (2) presenting topics learned by the topic model matched with topics learned by
the spherical k-means clustering model. For Task 2, we used the top 10 topics, ranked by mean
coherence score, from Task 1. For each of the 10 topics, we randomly selected three assignments from
the top 100 ranked records and one assignment from the 101-500 ranked records, and we randomized
the order of the selected topic assignments in the test. Instructions, with examples, from instruments for
Task 1 and Task 2 are provided in Appendix A.
In May and June, we tested Task 1 at Yale with 16 participants and Task 2 at UM with 10 participants.
Faculty, library and museum staff, and students were recruited by email invitation and by word of mouth.
Participants took the test in group sessions in a moderated setting that lasted approximately one hour.
We are currently in the process of reviewing and revising our instruments and plan to conduct a broader
assessment of full text topics in the coming months.
4. Development of pointwise mutual information model to score topics
Preliminary work suggests that the usefulness of a topic (i.e., the extent to which a topic may act and
work as a subject heading), which is often easily gauged by a human, may be predicted by computing a
score based on the pointwise mutual information (PMI) between all word pairs in the topic. The PMI is
computed using a large external data source such as the entire contents of Wikipedia.
5. Preliminary analysis of user assessment of topics and human scoring versus model scoring
Not all topics produced by the topic model are semantically coherent. Table 2 shows the topics from Task
1 that received the highest and lowest mean coherence score. Topics were scored on a five point scale.
Table 2: Topics with highest and lowest mean coherence scores (Task 1)
Topic
[t25] italy roman house villa pompeii room city houses painting extinct
mosaic herculaneum villas century napoli ...
[t36] india los angeles county jewish scene banerji medieval hebrew deer
nagasawa sakai tibet 20th ...

Mean Coherence Score
4.40
1.40

Our protocol for user assessment of topics is designed to assess the interpretability of topics. Partial
analysis of results from Task 1 and Task 2 suggests that participants were able to recognize the most
salient words in topics and, by extension, the concepts that topics represent, when topics were evaluated
in isolation and when topics were evaluated in the context of a topic assignment. In their judgment of
which single word best represented the topic, which topic words did not match the overall theme of the
topic, and which topic words best described a given image in the context of a particular topic assignment,
participants tended to reproduce the probabilistic ordering of topic words produced by the model. That is,
they tended to select the first topic word as most representative of the topic, to select lower ranked words
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as not matching the overall theme of the topic, and to select higher ranked words as best describing a
given image in the context of a particular topic assignment. This result was observed across conditions:
(1) for each collection modeled (tested in Task 1 and Task 2); (2) for topic words presented in order of
probability and for topic words presented in randomized order (tested in Task 1); and (3) for topics
generated by the topic model and for topics generated by the spherical k-means clustering model (tested
in Task 1). Preliminary data from analysis of Task 1 and Task 2 for image metadata topics are presented
in Appendix B.
Comparisons of the human scoring of topics (from Task 1) and the PMI scoring of topics indicate that the
PMI-Score model broadly agrees with human judgments. This ability to automatically pre-score the
potential usefulness of a topic is highly useful for vetting topics and deciding which topics will be used for
search and browse in a user interface.
6. Completion of initial topic models for full text book collections
We now have an initial set of topic models for the full text book collections from UM and Yale, as well as a
collection of books from the Internet Archive. Information about the full text book collections and the topic
models for the collections is provided in Table 3. All books are in the subject areas of art and architecture.
Table 3: Topic models for full text book collections
Collection
UM in HathiTrust
Yale University Library
Yale Center for British Art
Internet Archive

Label
hathi
smllsf
bac
ia

# of Objects
27710
1117
514
11511

Topic Resolution
1000
400, 800
400, 800
400, 800

Multiple preprocessing treatments were tested (e.g., replacing collocations, ignoring proper nouns, etc.).
Also, multiple representations were modeled, including complete books and 50 KB segments of books.
7. Development of “more like this” application for image metadata collections
The “more like this” application is a user interface application for images that allows users to iteratively
refine a search using learned topics. Each metadata record assigned to a topic by the model displays a
link labeled “more like this” for the topic(s) to which the record was assigned. (In most cases, the model
assigned each record to a single topic rather than to a mixture of topics as is common with longer
documents.) Clicking “more like this” executes a search for records assigned to the same topic(s). From
the search results page or the item display page, users may continue to click the “more like this” link
associated with relevant images to iteratively refine their search.
Screen shots from prototypes under construction at UM and Yale are provided in Figures 2 and 3.
Development of the application will continue until the end of the year, in conjunction with development of
a protocol for user interface testing.
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Figure 2: Item display page for "more like this" application at UM
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Figure 3: Topic display page for "more like this" application at Yale

8. Preliminary requirements gathering for user assessment of the “more like this” application
In consultation with subject specialists at the Yale University Library, we have developed scenarios to test
the “more like this” application with users. We are using Morae usability software to develop test scripts
based upon our scenarios. We have received feedback on our scenarios and test scripts from the
advisory committee for the grant at Yale, and we will integrate their feedback in the coming weeks. Draft
scenarios are presented in Appendix C.
9. Literature review and scoping of graduate research project on content-based image retrieval
We are supporting graduate research in the Department of Computer Science at Yale on applications of
topic modeling to content-based image retrieval. This research will be conducted over a two year period
by Patrick Paczkowski under the supervision of Drs. Julie Dorsey and Holly Rushmeier. Dr. Rushmeier is
a member of the advisory committee for the grant. An abstract from a working paper for the research
project is provided in Appendix D.
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Appendix A. User Assessment of Topics: Instructions for Task 1 Instrument
What is your affiliation? Please check the appropriate box(es).
Faculty
Staff
Student
Your task is to assess, evaluate and label computer generated topics. We used computer models to
automatically learn topics in large collections of metadata records. These topics are determined by which
words tend to occur together in metadata records. In our computer model, a topic is a list of words,
presented in random order. Our computer model is not perfect, so we want humans to evaluate the
quality of the computer generated topics. Ideally, the computer generated topics are coherent,
interpretable and clearly relate to a particular subject area, but this is not always the case. Your
evaluation will allow us to improve our computer models that automatically learn topics.
For each topic presented, we ask you to perform four tasks:
a. Put a line through (i.e. cross out) all words that do not match the overall theme of the topic.
b. Circle the single word that best captures or most exemplifies the topic.
c. Score the overall coherence of the topic (in terms of how related all the words are) on a scale of 1
(low coherence) to 5 (high coherence).
d. Provide a short (1-3 word) label for the topic. You may use a word or phrase from the topic itself, but
you don’t have to.
Four examples are provided on the next page.
[page break]
Examples:
1. [t34] oil van canvas rembrandt netherland portrait jan painting amsterdam dutch painter fran
rijksmuseum der jacob interior woman playing player ...
Coherence: 1 (low) 2
3
4
5 (high)
Short Label: DUTCH PAINTERS
2. [t19] song music band album rock record pop singer hit tour artist concert track show guitar country
…
Coherence: 1 (low) 2
3
4
5 (high) Short Label: MUSIC
3. [t7] illumination germany britain xiic france xivc xic paris bible psalter school albrecht durer bib
apocalypse 1471 1528 initial drawing book nat christ british ...
Coherence: 1 (low) 2
3
4
5 (high)
Short Label: n/a
4. [t15] sculpture relief marble_sculpture tomb italy bronze pope bust 15th sarcophagus monument
statue statues stone funerary roman sarcophagi temple terra portrait cotta pulpit pediment marble ...
Coherence: 1 (low) 2
3
4
5 (high)
Short Label: ITALIAN SCULPTURE
Notes:
a. Words in each topic appear in random order.
b. If you are unable to come up with a short label for the topic, please write “n/a” (e.g. as in Example 3
above).
c. You will notice that some words have underscores in them. Please treat these terms as a single word.
d. The test is in two sections (for internal use) with topics numbered 1 to 20 each time (40 topics in
total).
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Appendix A. User Asessment of Topics: Instructions for Task 2 Instrument
What is your affiliation? Please check the appropriate box(es).
Faculty
Staff
Student






Your task is to evaluate the usefulness of computer generated topics.
We used computer models to automatically learn “topics” for large collections of metadata records.
A topic is a list of words that should describe the images associated with the metadata records.
Ideally, the computer-generated topics are coherent, interpretable, and relevant to the images, but
this is not always the case.
Your evaluation will allow us to improve the topics learned by our computer models.

For each topic presented, we ask you to perform two tasks:
a. CIRCLE THE WORDS in the topic that you would use to describe or to search for the image. You
don’t have to circle any of the words. You may circle all of the words.
b. NUMBER THE WORDS that you circled in the order of likelihood that you would use the words to
describe or to search for the image. The circled word that you would be most likely to use should
be numbered “1.” The circled word that you would be the least likely to use should get the
highest number. Please do not assign the same number to more than one circled word; there
should be no “ties.”
Notes:
a. The assessment includes a total of 40 topics. Each image is presented with metadata.
b. You will notice that some words in the topics have underscores in them. Please treat these terms
as a single phrase.
Two examples appear on the following pages.
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Appendix A. User Asessment of Topics: Instructions for Task 2 Instrument (continued)

EXAMPLE A
[t74] print techniques edo woodblock japan tokugawa japanese chaffin women paper courtesan
woodcut process tokyo lover ...

Title: Fujin Sogaku Juttai; Ten Physiognomic Aspects of Women; Young Woman Blowing on a Bidoro
Descriptive words: woodblock; ; Japan; Ukiyo-e; Oban (prints); Women; Physiognomy; Bijin (Beautiful
women)
(Beautiful (Honolulu, (Japanese (Japanese, (prints), *.digitalonly , 07d126696 1753-1806) 1791 17911792 292 697455 7FS 952 952U-9367FS*.digitalonly Academy Arts Aspects Bidoro Bijin Blowing
Creation Edo Fujin HISTART Hawaii, Honolulu Japan, Juttai, Kitagawa Oban Period); Physiognomic
Physiognomy, Repository: Sogaku Ten U-936 USA) Ukiyo-e, Utamaro W08 Woman Women Women,
Young a c. color date: digital hart image kgcarr nishiki-e, oban; of on print printmaker: women) woodblock

10

Award Number: LG-06-08-0057-08
Improving Search and Discovery of Digital Resources Using Topic Modeling
Interim Narrative Report: May 1, 2009 – October 31, 2009
Appendix A. User Asessment of Topics: Instructions for Task 2 Instrument (continued)

EXAMPLE B
[t13] vessel ceramic container sculpture pre_columbian bowl pole vase figure vases jar red
pottery maya cedar ...

Title: Shell-shaped vase with human figure
Descriptive words: painted terracotta
Ceramics Pre-Columbian Maya Uaxactun (YVRC)
containers: vases (AAT) | containers: vessels: pots (AAT)
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Circles

Appendix B. User Asssessment of Topics: Preliminary Data Analysis: Task 1 Descriptive Statistics

1
2
3
4
5
6
7
8
9
10
11
12
13
14

Crossed

15
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
Mean
Median
Valid N (listwise)

N
40
40
40
40
40
40
40
40
40

Minimum
0
0
0
0
0
0
0
0
0

Maximum
9
6
8
10
4
1
4
5
4

Mean
2.60
.88
1.13
1.13
.58
.10
.43
.45
.58

Std. Deviation
2.610
1.381
1.990
2.244
1.107
.304
.931
.959
1.130

40

0

3

.33

.797

40

0

3

.20

.648

40

0

5

.25

.927

40

0

4

.25

.809

38

0

5

.29

.898

37

0

4

.38

.924

40
40
40
40
40
40
40
40
40
40
40
40
40
38
37

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

10
8
9
9
8
8
10
8
10
10
10
11
9
10
10

.95
2.00
2.40
2.45
2.70
3.23
2.65
3.08
3.10
3.20
3.25
4.05
3.88
3.87
3.65

1.947
2.088
2.362
2.650
2.312
2.434
2.704
2.433
2.781
2.493
2.817
3.137
2.662
2.970
2.771

79

1.40

4.40

3.0263

.77612

79

1.0

5.0

2.943

.8915

36
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Appendix B. User Assessment of Topics: Preliminary Data Analysis: Task 1 Graphs
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Appendix B. User Assessment of Topics: Preliminary Data Analysis: Task 2

Average Number of Times Circled
6
5
4
3
2
1
0
w1

w2

w3

w4

w5

w6

w7

w8

w9

w10

w11

w12

w13

w14

w15

word order

Average number of words circled: 3.23
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Appendix C. User Interface Testing: Test Scenarios for the “More Like This” Application
Population: Undergraduate students. They might be taking a history class that requires use of images, or
they might be in an introductory Art class. Not expert users of our image collections, not art history majors
or graduate students.
Scenario 1: An undergraduate student taking an Art History survey course is given an assignment, “Write
a 5 page paper describing the variety of designs in French Gothic church architecture,” or “Write a 5 page
paper describing different ways artists composed objects in still-life paintings.” The student has only a
vague idea what these categories of objects look like so they search on terms taken from the assignment
description.
Search 1, Terms: French, Gothic, church
Search 2, Terms: still life, painting
How “more like this” functionality might help the student. For Gothic Architecture: The first group would be
largely French cathedrals dated ca. 1150-1300, then a second group might contain some English or
German examples, some dated into the 1300-1400’s, and finally some Italian or Spanish buildings,
including come chapels and town halls, because that is the rough pecking order based on the number of
Gothic buildings by country. Lastly, "more like this" might start to include some 19th and 20th century
English and American Neo-Gothic architecture.
Scenario 2: Students in an undergraduate class in the History of Monasticism in Europe need to research
a presentation on how monks lived in their communities. They want to use digital images in the class
presentation. In class they’ve heard the professor use such terms as abbey, monastery, illuminated
manuscripts, so they imagine the can search for images related to these terms.
Search 1, Term: abbey
Search 2, Term: monastery
Search 3, Terms: illuminated manuscript
Scenario 3: A student attends a lecture in which Jan Six’s portrait by Rembrandt is discussed. As
preparation for a final exam question, she wants to have a better understanding of the artistic context in
which this painting was produced.
How “more like this” functionality might help the student. Rembrandt Jan Six will return images of
Rembrandt’s Portrait of Jan Six as well as an engraving of the same subject. When you click on “more
like this” it can lead you to other Rembrandt portraits, other subjects by Rembrandt, or other engravings,
either by Rembrandt or other artists.
Scenario 4: In an undergraduate survey of Greek Art, or a more general survey on Art in the Ancient
World, a category of sculpture called kouros will be featured during the lecture on Archaic Sculpture. The
instructor says that we only have time to look at a small number of examples, but these works called
kouros represent just one type of sculpture in the Mediterranean world during this period, a very rich
period of artistic production during the period, and he shows the class the figure “Apollo (Kouros) from
Tenea.” The student wants to see other examples of sculpture and possibly other works of art from this
period and in the general geographical area of the Mediterranean.
kouros -- the Greek word for sculptures of standing male figures in the 6th century BC.
Scenario 5: A student attends a lecture that features a few Madonna and Child paintings by Raphael as
examples of an important genre of Renaissance painting by a major artist. The student wants to gain a
greater understanding for how these works fit into a broader context of Italian and European paintings in
that period.
How “more like this” functionality might help the student. “There is a relatively small group of Madonna
and Child paintings by Raphael, but “more like this” could lead you either to other paintings by Raphael or
additional representations of the Madonna and Child by other artists, perhaps close in time to Raphael or
not, but these additional images would help to establish a context for both Raphael’s work as well as the
general theme of the Madonna and Child.
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Appendix D. Graduate Research Project, Department of Computer Science, Yale University
Advancing Content-Based Image Organization and Retrieval
Patrick Paczkowski
Abstract. Our objectives in this project are three-fold. First, we aim to consolidate feature sets that can
provide a discriminative, visual description of an image suitable as input for a latent Dirichlet allocation
(LDA) model. These feature sets may vary depending on the image types, and, where possible, will
exploit certain characteristics prevalent in images native to architectural design. Additionally, these
feature sets should be affected as little as possible by noise, affine transformations, changes in
illumination, etc.
Second, we will be developing a new system of organization of large collections of these images,
centered around topic modeling (using LDA as the generative model), to facilitate image access and
retrieval. Unlike many other attempts, we will at worst facilitate and at best eliminate the process of
annotating images in a "conventional" manner, i.e. either automatically or manually assigning a set of
keywords to each image. Instead, each image will simply be represented by some distribution of topics,
based on the set of visual features extracted from the image. These topics will serve an analogous
purpose to the keyword annotations, but they will also have an inherent visual representation, namely
existing images classified as having one very dominant topic.
Finally, we will be designing an interface for browsing and searching through these image collections,
giving users additional flexibility such as searching for combinations of different image topics and styles,
and searching for specific features/regions within images. We hope to not only to make access to
individual images more straightforward, but also to stimulate the design process by giving users a larger
range of browsing and retrieval options.
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