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Overview
Advances in instrumentation and computing have fundamentally transformed the world of science. Researchers
now regularly deal with terabytes of data, whether from geophysical sensors, telescope and microscope cameras
(CCDs), gene sequencers, or theoretical computations on supercomputers. The generation, processing, storage,
and analysis of such huge datasets require significant investments of research time, effort, and dollars. In
aggregate, these investments often approach or exceed the expenditure for the capital equipment used. i
Data-intensive science is bringing about fundamental changes in scientific practice and infrastructure, intended
to increase research productivity and accelerate scientific discovery. Research teams are collaborating on crossdisciplinary, multi-institutional projects. Public data sharing and grid infrastructure for computing are moving
research environments to the Web. ii, iii, iv Private and public shared-resource computing ‘clouds’ are being used
in research and industry. v, vi Citizen science and social software projects are capturing the imagination of
academics and senior-level executives. vii, viii, ix These changes in the practice of research are producing
corresponding demands upon institutional, national, and global research infrastructures.
The importance of data and data analysis is also reflected in changes in scientific communication and publishing.
Researchers in a wide range of disciplines are being cited and recognized not only for their papers, but also for
data and code.x, xi Research communities have created repositories to share data and code within their respective
disciplines, but in many fields, there is still a lack of coordination and much duplicated effort, which, as the scale
of data grows, becomes harder and harder to justify. Research institutions, such as Yale, have a significant role
to play in providing a framework of tools, services, and policies to facilitate data and code management, sharing,
and reuse. Institutional stewardship is more cost-effective and better mitigates risk than a decentralized
approach, and frees scientists to spend more time doing science. xii
For Yale, the challenges posed by the modern era of data-driven science are considerable, and growing
extremely rapidly. Many researchers are finding it increasingly difficult to manage their research data within
the confines of their lab or department. While the University has recently amassed petabytes of physical storage
media to hold research data on its centrally supported systems, there has been little progress in rationalizing
and modularizing data management related services and establishing a coherent framework that can scale
rapidly and robustly with the explosive growth. The physical storage capacity is a necessary and fundamental
starting point but the complementary data management services are also a necessity as more and more data are
either born or migrated into the digital realm.
The demands on the University’s current research infrastructure, including hardware, software, policies, and
services, are symptomatic of trends affecting the sciences as a whole. While these demands may initially surface
as requests for more and cheaper storage and backup, surveys and interviews with faculty have revealed a
cluster of related needs, from co-located high performance storage for computation and collaborative research
environments, to data management tools and archiving services. Our recommendations are intended not only to
respond to immediate problems, but also to proactively address far-reaching trends and to set a strategic
direction.

Background and Purpose
In July 2010, Steven M. Girvin, Deputy Provost for Science and Technology, charged the Mass Storage
Working Group to develop a set of recommendations to the Scientific Computing Strategic Planning Advisory
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Committee on research infrastructure to support the creation, use, management, and stewardship of digital data
in the sciences, engineering, and social sciences. xiii Meg Bellinger, Office of Digital Assets and Infrastructure
(ODAI), and Andrew Sherman, Computer Science, were appointed co-chairs. Members were drawn from the
Faculty of Arts and Sciences (FAS), the Yale School of Medicine (YSM), and, ex-officio, from Information
Technology Services (ITS) and ODAI.
The Working Group undertook the following actions to develop the recommendations:
1. FAS-wide survey on data storage and management; xiv
2. Follow-up market survey on specific storage options and costs;
3. Nine in-depth data assessments with research groups in FAS and YSM; xv
4. Development of use cases illustrating common requirements and issues observed in the assessments; xvi
and
5. Development of a research infrastructure blueprint, attached.
In addition, ODAI implemented a pilot institutional repository for faculty research outputs in Fall 2010 and is
currently working with individual units in the University Library to develop a service model.
These actions produced the following high-level conclusions:
1. Existing research infrastructure is inadequate to meet basic storage and data management needs.
2. Greater coordination is needed to improve services.
3. Additional metrics are needed to inform planning.
4. More extensive faculty oversight and participation are required to identify evolving requirements.
From these conclusions, the Working Group developed a set of recommendations, under the following
headings, each with a problem statement, a proposed solution, and action steps toward the proposed solution:
R1 Tiered Storage and Data Management
R2 Data-Related Training and Consultation
R3 Institutional Repository for Research Data
R4 Assessing and Reporting on Data Stewardship Activities
R5 Data Annotation Services
R6 Data Management Plan Solutions
The purpose of the recommendations is to support the following strategic goals:
1. Provide better service for Yale researchers to free more of their time to focus on research.
2. Support the policies and protect the interests of the University.
3. Improve packages for recruitment.
4. Increase preparedness to participate in the development of national cyberinfrastructure.
5. Ensure compliance with sponsored research requirements for data management.
6. Improve benefit-cost ratios in the utilization of research funding.

Recommendations
R1 Tiered Storage and Data Management
Problem: The rapid growth in research data at Yale is challenging the capacity and capability of centrally
supported storage and backup services. The situation is exacerbated by complexity due to such considerations as
varying requirements for proximity between data storage and computational equipment, demand for highvolume data throughput and rapid access to large datasets on backup or archive media, and the need to manage
data created and used by multi-institutional teams. These challenges, in combination with the perceived high
price point of Yale’s central storage offerings, have led some researchers to devise their own solutions that, they
believe, can meet all of their data storage needs. While some of these may be less costly than centrally supported
solutions, they almost always fall far short of adequately mitigating the risk of data loss. This potentially
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compromises the success of research undertaken at Yale, and may render researchers unable to meet the
requirements and protect the interests of both Yale and the organizations funding their research.
Proposed Solution: Develop a phased approach to the establishment of a cohesive tiered-storage environment
that will allow Yale researchers to mix and match storage allocation, levels of performance, redundancy, backup,
throughput, and access to computational equipment. Provide mechanisms for mitigating risk while controlling
storage costs to meet the needs of both Yale and individual research groups. Incentivize early adoption of best
practices through pricing subsidies and economics tools. Leverage Yale’s tiered storage model in recruitment
and retention negotiations. Investigate and implement private and public cloud-based approaches to storage,
data management, and data sharing.
Action Steps: Create a formal partnership between ODAI and ITS that will, in consultation with faculty and the
Yale administration, develop a comprehensive multi-year storage infrastructure plan encompassing both
physical data storage and layered curatorial services. Fund the partnership to carry out a joint ITS-ODAI
project to assess the suitability of public and private cloud storage and other leading edge storage technologies
as part of long-term solutions for research data management and institutional stewardship of research data. As
an interim solution, roll out the research data storage solutions developed this year by ITS as an additional tier
to the current storage offerings for research groups at Yale. This will not address curation issues, but will at
least provide much needed storage capacity.
R2 Data-Related Training and Consultation
Problem: Managing and analyzing even moderately large datasets (in the GB range or larger) pose significant
difficulties for researchers who often lack training and up-to-date expertise in databases, data management, and
data analytics. Handling large and extensive datasets may require users to learn new techniques for even simple
data management tasks (such as file system navigation and basic file manipulation). What used to be achievable
using Excel on a laptop may now require sophisticated tools on a supercomputer cluster. Many faculty,
students, and postdoctoral associates recognize that they are not adequately prepared for these challenges.
Proposed Solution: Develop and implement training and consultation programs for large-scale data
management and data analysis. For data management, the program should focus on effective tools for basic file
and database manipulation, and on data curation concepts (e.g., data lifecycle, data sharing, etc.). For data
analysis, the program should focus on statistical and computational techniques for large-scale data analysis. The
latter program should also include a practicum offered to graduate students, postdoctoral associates, and
researchers modeled on courses with a computational or informatics focus (e.g., ASTR 520/G&G 538, CB&B
645/STAT 645, E&EB 510/STAT 501, ECON 555). Both programs should take steps to encourage
interdisciplinary collaboration and cooperation among those generating research data and those with expertise
in data management and analysis.
Action Steps: ODAI should take the lead in developing a data management training program in cooperation
with ITS and faculty in Computer Science or other disciplines that provide relevant training. One potential
funding mechanism would have been ODAI’s proposal, Cross Functional Model for Data Curation in Research
Institutions, submitted to the Institute of Museum and Library Services (IMLS). Had this proposal been funded,
the three-year grant would have supported the prototyping of a data management training and consultation
program. ODAI should continue to seek external funding opportunities in conjunction with ITS and the
Library.
The Dean of the Graduate School should request appropriate academic departments to work with researchcomputing support staff (including staff associated with the FAS Research Software Core, the FAS HPC Core,
and the Keck HPC Center) to develop suitable training program(s) on large-scale data analytics for researchers.
Separately, ITS and research-computing support staff should collaborate to provide and support data analysis
tools developed in different disciplines and, where appropriate, to develop and support generic tools for
common, recurring problems that have generalized solutions.
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R3 Institutional Repository for Research Data
Problem: Research data represent significant investments of time and effort and are often obtained through a
combination of University and outside funding. Therefore, it is of significant value and importance to the
University and others supporting its research that research data be preserved as valuable assets that may be
shared and/or reused as and when appropriate. In many cases, data that could have significant value are known
to and accessible by only the initial investigators who developed or obtained them. More generally, there is no
infrastructure to support the formulation and implementation of institutional policies relating to data
preservation, reuse, and sharing. Consequently, there is much duplicated effort. Research funding is not
optimally utilized. Scientific progress slows. Applications and products take longer to develop.
Proposed Solution: Develop and implement an institutional data repository to enable researchers to deposit
primary datasets of ongoing value and to stage datasets for deposit in disciplinary repositories. Investigate the
conditions under which researchers at Yale are willing to share data. Ensure that NSF, NIH and other funder
requirements for sharing data are met. Implement policies and incentives to encourage and support appropriate
data sharing in a timely manner and to ensure that researchers receive credit for datasets and code they share.
Action Steps: ODAI is conducting a pilot of an institutional repository for publications. To complement this
effort, provide support for one FTE (Program Director) to establish an institutional data repository to enable
researchers to share datasets with the public or with other specific researchers and to stage datasets for deposit
in disciplinary repositories. Appoint a faculty committee to assess the impact of data sharing and reuse on research,
publication, peer review, and tenure review.
R4 Assessing and Reporting on Data Stewardship Activities
Problem: Research income and expenditure represent significant portions of the University’s budget.xvii The
University’s financial information systems track sponsored and institutional research income and expenditure,
but the cost categories are not appropriate, sufficiently granular, or aggregated to inform strategic decisionmaking. Nor is there a systematic way to acquire information on faculty needs, perceptions, and levels of
satisfaction with existing, new, or planned services. Individual research groups, departments, and centers make
decisions based upon their own needs. There is little opportunity to pool resources or to consider ecosystem
effects.
Proposed Solution: Develop a set of metrics, based on institutional mission and strategic goals, to inform
decision-making on institutional research infrastructure. Develop and implement a mechanism to systematically
and regularly acquire and analyze this information (e.g., through grant applications, financial reports, annual
surveys, Faculty Activity Reports, etc.); communicate relevant information to stakeholders; and enable stakeholders to communicate more easily with each other (e.g., on multidisciplinary proposals, resource sharing, etc.).
Action Steps: Appoint a task force to develop and implement a systematic approach to acquire, analyze, and
inform strategic decision-making on institutional research infrastructure.
R5 Data Annotation Services
Problem: As more data become publicly available, researchers are reusing data to conduct new studies. As new
interdisciplinary lines of research emerge, it becomes important to be able to combine different types of data and
extend tools to work with data from different disciplines. The process of querying, extracting, merging, and
analyzing data from multiple datasets is greatly simplified if publicly documented, machine-processible
ontologies are used for annotation and description. Encoding domain knowledge and workflow in ontologies
also makes it easier to develop modular software and to automate processes such as the deposit, publication, and
citation of research data.
Proposed Solution: Develop and implement data annotation services for large-scale scientific data to make more
information available for computation, simplify tool development, and automate workflows. Provide the
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following suite of services: annotation, ontology development, ontology-based tool development, and ontology
and tool registry. Integrate the data annotation service into infrastructure for institutional stewardship (e.g., by
requiring a minimum level of annotation to deposit data in an institutional data repository (see R3), using
annotations to track the provenance or history of a dataset, offering citation tracking services based on
provenance). Where possible, leverage existing community solutions developed in various disciplines, both by
incorporating them into the suite of services, and by educating Yale researchers on the availability and use of
such solutions.
Action Steps: Provide funding support for collaborations between ODAI and researchers in specific disciplines
to develop discipline-specific digital curation cores, including data annotation tools and services.
R6 Data Management Plan Solutions
Problem: The pace of research makes it difficult to develop and implement data management solutions while the
research is being done. Yet the management of research data is essential to the success of any research project,
since it enables researchers to organize their results and disseminate them to other researchers in their
disciplines. For some time, NIH has required investigators to submit data management plans with proposals,
and now NSF has begun this practice as well.
Proposed Solution: Develop and package a menu of data management plan solutions that investigators could use
to demonstrate in proposals that the University has the requisite infrastructure to support data management in
active research and to facilitate timely data sharing in a manner appropriate to each discipline. The solutions
would essentially be different combinations and levels of service and support described in our other
recommendations. Such packaged solutions would provide investigators with frameworks within which to
develop specific data management plans, and would help them determine the data management costs that might
be included in their budgets.
Action Steps: ODAI should work with ITS to develop a menu of data management solutions offered by Yale
that address the needs of broad categories of research proposals. For each solution, ODAI should provide a
descriptive document, a plan template, and a cost-estimation worksheet. In consultation with the Office of Grant
and Contract Administration (GCA), ODAI should develop and market Yale Data Management Plan solutions
for NSF or other grant applications.
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